
3. Why Do They Work? 

Species do not evolve to perfection, but 
quite the contrary. The weak, in fact, 

always prevail over the strong, not only 
because they are in the majority, but also 

because they are the more crafty. 

The Twilight of the 

The theoretical foundations of genetic algorithms rely on a binary string rep- 
resentation of solutions, and on the notion of a schema (see - a 
template allowing exploration of similarities among chromosomes. A schema is 
built by introducing a don't care symbol into the alphabet of genes. A schema 
represents strings (a hyperplane, or subset of the search space), which match 
it on all positions other than 

For example, let us consider the strings and schemata of the length 10. The 
schema 1 1 1 1 1 0 0) matches two strings 

and the schema 1 1 1 1 matches four strings: 

Of course, the schema (1 1 1 1) represents one string only: 
and the schema represents all strings of length 10. 

It is clear that every schema matches exactly strings, where r is the number 
of don't care symbols in a schema template. On the other hand, each string of 
the length is matched by schemata. For example, let us consider a string 
(1001110001). This string is matched by the following schemata: 
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Considering strings of the length m, there are in total possible schemata. 
In a population of size between and n . different schemata may be 
represented. 

Different schemata have different characteristics. We have already noticed 
the number of don't care conditions in a schema determines the number 

of strings matched by the schema. There are two important schema properties, 
order and length; the Schema Theorem will be formulated on the basis 
of these properties. 

The order of the schema S (denoted by is the number of and 1 
positions, positions (non-don't care positions), present in the schema. 
In other words, it is the length of the template minus the number of don't care 

symbols. The order defines the speciality of a schema. For example, the 
following three schemata, each of length 10, 

= 
= 
= (1 1 1  0 

have the following orders: 

= '6, = 3, and = 8, 

and the schema the most specific one. 
The notion of the order of a schema is in calculating survival proba- 

bilities of the schema for mutations; we discuss it later in the chapter. 
The defining length of the schema S (denoted by is the distance be- 

tween the first and the last fixed string positions. It defines the compactness of 
information contained in a schema. For example, 

= 10 - 4 = 6, = 9 - 5 = 4, and = 10 - 1 

Note that the schema with a single fixed position has a defining length of zero. 
The notion of the defining length of a schema is useful in calculating survival 

probabilities of the schema for crossovers; we it later in the chapter. 
As discussed earlier, the simulated evolution process of genetic algorithms 

consists of four consecutively repeated steps: 

select from P(t - 1) 
recombine 
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The first step (t t 1) simply moves the evolution clock one unit further; 
during the last step (evaluate we just evaluate the current population. The 

phenomenon of the evolution process occurs in two remaining steps of the 
evolution cycle: selection and recombination. We discuss the of these two 
steps on the expected number of schemata represented in the population. We 
start with the selection step; we illustrate all formulae by a running example. 

Let us assume, the population size pop-size = 20, the length of a string 
(and, consequently, the length of a schema template) is m = 33 (as in the 
running example discussed in the previous chapter). Assume further that (at 
the time t )  the population consists of the following strings: 

Let us denote by t )  the number of strings in a population at the time 
t, matched by schema S. For example, for a given schema 

t )  = since there are 3 strings, namely and matched by the 
schema Note that the order of the schema = 3, and its defining 
length = 7 - 5 = 2. 

Another property of a schema is its fitness at time t ,  t). It is defined 
as the average fitness of all strings in the population matched by the schema 
S. Assume there are strings , . . . , in the population matched by a 
schema S at the time t .  Then 
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During the selection step, an intermediate population is created: pop-size = 
single string selections are made. Each string is copied zero, one, or more 

according to its fitness. As we seen in the previous chapter, in a 
single string selection, the string has probability = to be 
selected is the total fitness of the whole population at  time t, = 

After the selection step, we expect to have t + 1) strings matched by 
schema S. Since (1) for an average string matched by a schema S, the probability 
of its selection (in a single string selection) is equal to (2) the 
number of strings matched by a schema S is t ) ,  and (3) the number of 
single string selections is pop-size, it is clear that 

t + 1) = t )  . pop-size . 

We can rewrite the above formula: taking into account that the average fitness 
of the population = we can write: 

In other words, the number of strings in the population grows as the ratio 
of the fitness of the schema to the average fitness of the population. This means 
that an  average" schema receives an increasing number of strings in 
the next generation, a "below average" scheme receives decreasing number of 
strings, and an average schema stays on the same level. 

The long-term effect of the above is also clear. If we assume that a 
schema S remains above average by t )  = F (t) F (t)), then 

-- 
and = t)  - for above average schemata and < 
for below average schemata). 

This is a geometric progression equation: now we can say only that an 
"above average" schema receives an increasing number of strings in next 
generation, but that such a schema receives an exponentially increasing number 
of strings in the next generations. 

We call the equation (3.1) the schema growth equation. 
Let us return to the example schema, Since there are 3 strings, namely 

and (at the time t )  matched by the schema the fitness 
of the schema is 

At the same time, the average fitness of the whole population is 

and the ratio of the fitness of the schema to the average fitness of the popu- 
lation is 
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eval t ) /  = 

This means that if the schema stays above average, then it receives an  expo- 
nentially increasing number of strings in the next generations. In particular, if 
the schema stays above average by the constant factor of 1.396751, then, a t  
time t + 1, we expect to  have 3 x 1.396751 = 4.19 strings matched by 
most likely 4 or 5), a t  time t + 2: 3 x = 5.85 such strings very 
likely, 6 strings), etc. 

The intuition is that such a schema defines a promising part of the search 
space and is being sampled in an exponentially increased manner. 

Let. us check these predictions on our running example for the schema 
In the population a t  the time t ,  the schema matched 3 strings, and 

In the previous chapter we simulated the selection process using the same 
population. The new population consists of the following chromosomes: 

v; = (011001111110110101100001101111000) 
= (100011000101101001111000001110010) 
= (001000100000110101111011011111011) 
= (011001111110110101100001101111000) 
= (000101010011111111110000110001100) 
= (100011000101101001111000001 110010) 
= 11011101101110000100011111011110) 
= (000111011001010011010111111000101) 
= (011001111110110101100001101111000) 
= (000010000011001000001010111011101) 
= (111011101101110000100011111011110) 
= (010000000101100010110000001111100) 
= (0001010000100101010010101 11 11 1011) 

= (10111001011001 1110011000101111110) 
= (111001100110000101000100010100001) 
= (11100110011000010000010101011101 1) 
= (111011111010001000110000001000110) 
= (111011101101110000100011111011110) 
= (110011110000011111100001101001011) 

Indeed, the schema now (time t + 1) matches 5 strings: , , , , and 

However, selection alone does not any new points (potential solu- 
tions) for consideration from the search space; selection just copies some strings 
to  form an intermediate population. So the second step of the evolution cycle, 
recombination, takes responsibility of introducing new individuals in the 
population. This is done by genetic operators: crossover and mutation. We 
discuss the effect of these operators on the expected number of schemata 
in the population in turn. 

Let us start with crossover and consider following example. As discussed 
earlier in the chapter, a single string from the population, say, 
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is by schemata; in particular, string is matched by these two 
schemata: 

= 1 and 
= 10) .  

Let us assume further that the above string was selected for crossover (as hap- 
pened in Chapter 2). Assume further (according to experiments from Chapter 
2, where was crossed with that the generated crossing site pos = 20. It 
is clear that the schema survives such a crossover, one of the offspring 
still matches The reason is that the crossing site preserves the sequence 
on the fifth, sixth, and seventh positions in the string in one of the offsprings: 
a pair 

would produce 

On the other hand, the schema would be destroyed: none of the offspring 
would match it. The reason is that the fixed positions '111' at the beginning 
of the template and the fixed positions at the end are placed in 
offspring. 

It should be clear that the defining length of a schema plays a significant 
role in the probability of its destruction and survival. Note, that the defining 
length of the schema was = 2, and the defining length of the schema 

was = 32. 
In general, a crossover site is selected uniformly among m - 1 possible sites. 

This implies that the probability of destruction of a schema S is 

and consequently, the probability of schema survival is 

Indeed, the probabilities of survival and destruction of our example schemata 
and are: 

so the outcome was predictable. 
It is important to note that only some chromosomes undergo crossover and 

the selective probability of crossover is p,. This means that the probability of a 
schema survival is in fact: 
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Again, referring to our example schema and the running example (p, = 0.25): 

Note also that even if a crossover site is selected between fixed positions 
in a schema, there is still a chance for the schema to survive. For example, if 
both strings and started with and ended with the schema 
would survive crossover (however, the probability of such event is quite small). 
Because of that, we should the formula for the probability of schema 
survival: 

So the combined effect of selection and crossover gives us a new form of the 
reproductive schema growth equation: 

. (3.2) t + 1) t )  . - -[ 
The equation (3.2) tells us about the expected number of strings matching 

a schema S in the next generation a function of the actual number of strings 
matching the schema, relative fitness of the schema, and its defining length. It 
is clear that above-average schemata with short defining length would still be 
sampled at exponentially increased rates. For the schema 

This means that the short, above-average schema would still receive an ex- 
ponentially increasing number of strings in the generations: at time ( t  + 1) 
we expect to have 3 x = 4.12 strings matched by (only slightly 
less than 4.19 - a value we got considering selection only), at  time (t 2): 
3 x = 5.67 such strings (again, slightly less than 5.85). 

The next operator to be considered is mutation. The mutation operator 
randomly changes a single position within a chromosome with probability 
The change is from zero to one or vice versa. It is clear that all of the fixed 
positions of a schema must remain unchanged if the schema survives mutation. 
For example, consider again a single string from the population, say, 

and schema 

Assume further that the string undergoes mutation, at least one bit is 
flipped, as happened in the previous chapter. (Recall also that four strings un- 
derwent mutation there: one of these strings, was mutated at two positions, 
three other strings - including - at one.) Since was mutated at the 
8th position, its offspring, 
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still is matched by the schema If the selected mutation positions were from 
to 4, or from 8 to  33, the resulting offspring would still be matched by 

Only 3 bits (fifth, sixth, and seventh - the fixed bit positions in the schema 
are "important": mutation of at least one of these bits would destroy the 

schema Clearly, the number of such "important" bits is equal to the order 
of the schema, the number of positions. 

Since the probability of the alteration of a single bit is p,, the probability 
of a single bit survival is 1 - p,. A single mutation is independent from other 
mutations, so the probability of a schema surviving a mutation sequence 
of one-bit is 

Since p, << 1, this probability can be approximated by: 

Again, referring to our example schema and the running example (p, = 

The combined effect of selection, crossover, and mutation gives us a new form 
of the reproductive schema growth equation: 

As in the simpler forms (equations (3.1) and equation (3.3) tells us about 
the expected number of strings matching a schema S in the next generation as 
a function of the actual number of strings matching the schema, the relative 
fitness of the schema, and its defining length and order. Again, it is clear that 
above-average schemata with short defining length and low-order would still be 
sampled at exponentially increased rates. 

For the schema 

This means that the short, low-order, above-average schema would still re- 
ceive an exponentially increasing number of strings in the next generations: a t  
time (t + 1) we expect to have 3 x 1.333024 = 4.00 strings matched by 
(not much less than 4.19 - a value we got considering selection only, or than 
4.12 a value we got considering selections and crossovers), at time ( t  + 2): 
3 x = 5.33 such strings (again, not much less than 5.85 or 5.67). 

Note that equation (3.3) is based on the assumption that the function 
f returns only positive values; when applying to optimization problems 
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where the optimization function may return negative values, some additional 
mapping between optimization and fitness functions is required. We discuss 
these issues in chapter*. 

In summary, the growth equation (3.1) shows that selection increases the 
sampling rates of the above-average schemata, and that this change is exponen- 
tial. The sampling itself does not introduce any new schemata (not represented 
in the initial t = sampling). This is exactly why the crossover operator is intro- 
duced - to  enable structured, yet random information exchange. Additionally, 
the mutation operator introduces greater variability into the population. The 
combined (disruptive) effect of these operators on a schema is not significant if 
the schema is short and low-order. The final result of the growth equation 
can be stated as: 

Theorem 1 (Schema Theorem.) Short, low-order, above-average schemata 
receive exponentially increasing trials in subsequent generations of a genetic 
algorithm. 

An immediate result of this theorem is that explore the search space 
by short, low-order schemata which, subsequently, are used for information ex- 
change during crossover: 

Hypothesis 1 (Building Block Hypothesis.) A genetic algorithm seeks 
near-optimal performance through the juxtaposition of short, low-order, high- 
performance schemata, called the building blocks. 

As stated in 

"Just as a child creates magnificent fortresses through the arrange- 
ment of simple blocks of wood, so does a genetic algorithm seek near 
optimal performance through the juxtaposition of short, low-order, 
high performance schemata." 

We have seen a perfect example of a building block through this chapter: 

is a short, low-order schema, which (at least in early populations) was also 
above average. This schema contributed towards finding the optimum. 

Although research has been done to prove this hypothesis for 
most nontrivial applications we rely mostly on empirical results. During the 
last fifteen years many applications were developed which supported the 
building block hypothesis in many different problem domains. Nevertheless, 

hypothesis suggests that the problem of coding for a genetic algorithm is 
critical for its performance, and that such a coding should satisfy the idea of 
short building blocks. 

Earlier in the chapter we stated that a population of pop-size individuals of 
length m processes at least and at most schemata. Some of them are 
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in a useful manner: these are sampled at the (desirable) exponentially 
increasing rate, and are not disrupted by crossover and mutation (which may 
happen for defining length and high-order schemata). 

Holland showed, that at least pop-size3 of them are processed usefully 
- he has called this property an implicit parallelism, as it is obtained without 

extra requirements. It is interesting to note that in a 
population of pop-size there are many more than pop-size schemata 

This constitutes possibly the only known example of a combinatorial explo- 
sion working to our advantage instead of our disadvantage. 

In this chapter we have provided some standard explanations for why genetic 
algorithms work. Note, however, that the building block hypothesis is just an 
article of faith, which for some problems is easily violated. For example, assume 
that the two short, low-order schemata (this time, let us consider schemata of 
the total length of positions): 

= (1 and 
= 1 1 )  

are above average, but their combination 

is much less fit than 

Assume further that the optimal string is = (11111111 1111 1) matches it). 
A genetic algorithm may have some difficulties in converging to since it may 
tend to converge to points like (00011 111100). This phenomenon is called decep 

some building blocks (short, low-order schemata) can mislead 
genetic algorithm and cause its convergence to suboptimal points. 

A phenomenon of deception is strongly with the concept of 
, which (in terms of genetic algorithms) means strong interaction among 

genes in a In other words, epistasis measures the extent to which 
the contribution to fitness of one gene depends on the values of other genes. For 
a given problem, high degree of epistasis means that building blocks can not 
form; consequently, the problem is deceptive. 

Three approaches were proposed to deal with deception (see The 
first one assumes prior knowledge of the objective function to code it in an 
appropriate way (to get 'tight' building blocks). For example, prior knowledge 
about the objective function, and consequently about the deception, might re- 
sult in a different coding, where the five bits required to optimize the function 
are adjacent, instead of being six positions apart. 

and Dorigo shown that the estimate is correct only in 
the particular case when pop-size is proportional to and provided a more general analysis. 

use the term epistasis for masking or switching effect: a gene is epistatic if its 
presence suppresses the effect of a gene at another locus. 
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The second approach uses the third genetic operator, inversion. Simple in- 
version is (like mutation) a unary operator: it selects two points within a string 
and inverts the order of bits between selected points, but remembering the bit's 
'meaning'. This means that we have to identify bits in the strings: we do so by 
keeping bits together with a record of their positions. For example, a 
string 

with two marked points, after inversion becomes 

A genetic algorithm with inversion as one of the operators searches for the best 
arrangements of bits for forming building blocks. For example, the desirable 
schema considered earlier 

rewritten as 

might be regrouped (after successful inversion) into 

making an important building block. However, as stated in 

"An earlier study argued that inversion a unary operator 
- was incapable of searching efficiently for tight building blocks 
because it lacked the power of juxtaposition inherent in binary 

Put another way, inversion is to orderings what mutation 
is to  alleles: both fight the good fight against search-stopping lack 
of diversity, but neither is sufficiently powerful to search for good 
structures, allelic or permutational, on its own when good structures 
require epistatic interaction of the individual parts." 

The third approach to fight the deception was proposed recently a 
messy genetic algorithm Since have other interesting properties 
as well, we discuss them briefly in the next chapter (section 


